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Background in Linux and Win32 exploitation
Moved to stealth malware research 4 years ago
Work on rootkit detectors for Linux and Windows

PatchFinder, KLISTER, kfinder, SVV, etc…
Research on covert network communication (NUSHU)
Research on new stealth malware:

Red Pill, deepdoor, Blue Pill
Senior Researcher for COSEINC Research (Singapore)
Created Advanced Malware Labs in COSEINC:

focus on researching new offensive techniques
hiring 3 researches at the moment  (including yours truly)
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Anything which tries to subvert at least one of the:
operating system kernel
system wide configuration
other (critical) applications running in the system

This all happens without user consent
There is no documented way to find out that the 
subversion took place (like e.g. display all loaded plugins
in a browser)

This is a different definition then all A/V programs use.
This is a narrowed problem.
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rootkits, backdoors, keyloggers, etc…
stealth is a key feature!

stealth – means that legal processes can’t see it (A/V)
stealth – means that administrator can’t see it (admin 
tools)

stealth – means that we should never know whether 
we’re infected or not!
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If a stealth malware does its job well…
…then we can not detect it…
…so how can we know that we are infected?
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We count on the bug in the malware! We hope that the 
author forgot about something!
We use hacks to detect some known stealth malware 
(e.g. hidden processes). 

We need to change this!
We need a systematic way to check for a system 
integrity!
We need a solution which would allow us to detect 
malware which is not buggy!



© COSEINC Research, Advanced Malware Labs, 2006

%�� � � � � � �& � � �

All we want to answer is: 

CAN I TRUST MY MACHINE?
This is usually equivalent to – is my kernel intact?

But… can a program, running on a compromised host, 
give us a reliable answer? 
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Prevention:
do everything so that attacker doesn’t get into your system
firewalls, OS hardening (least priv, NX, ASLR, etc…)

Detection:
Am I compromised or not?

We do need detection!
We do need a systematic approach to detection! Not just 
hacks!
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If our prevention is not perfect (and it never is!) then:
We can *not* be sure that somebody already not exploited 
the bug in it and “owned our system”

Updating our prevention system *today* will help to 
mitigate only *future* incidents. But how do we know that 
it already hasn’t been exploited? Yes, we need 
detection!
Detection, on the other hand, can always be improved 
and it gives immediate answer whether somebody 
compromised the system in the past.
The point: detection doesn’t need to be 100% to be 
useful, prevention (if used alone) does!
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Linux + grsecurity: /dev/kmem protection bypass, 
Guillaume Pelat, 2002.
SELinux local priv esacaltion, Rafal Wojtczuk, 2003.
OpenBSD securelevel bypass, Loïc Duflot at el., 2006.
Vista kernel drivers signature check bypass, Joanna 
Rutkowska, 2006.
… ?

Still believe that we can come up with a 100% kernel 
protection? ;)
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Is it:
Exploit?
Unauthorized use of a (stolen) password?
Malicious employee?
User’s stupidity (click on an attachment)?

Important for prevention
Irrelevant for detection!
We don’t care about the history (of infection) – we just 
want to evaluate the state of the system at the present 
time.
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To be stealth we need to hide something (files, process, 
etc…). Right?
Many detection approaches bases on this fact

“Cross view diff” (Rootkit Revealer, Black Light)
Hidden process detectors

… but do we really need to hide objects?
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Whatever object we would like to hide it can always be 
discovered – because it still does exist!

process hiding (� hidden process detectors)
files hiding (� cross view diff tools)
etc..

Solution – instead of hiding objects – do not create them 
at all!
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Should malware really care?
Forensic experts love to investigate for all on-disk evidences!

In many companies people do not turn their computers off at 
night…

And even if they do, how much damage can be done when 
having a backdoor for several hours and not being able to detect
it? 
Also - servers are very rarely restarted

Also, if we’re on the computer once, we will probably have no 
problems to get there later

we could have sniffed some passwords
or we can exploit the same 0day…
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We don’t need all those rootkit technologies,  but still 
we’re capable of writing powerful malware!
Imagine a backdoor which

uses a covert channel
has its own TCP/IP stack implementation
has its own implementation of all useful ‘shell’ commands 
(ls, mkdir, ps, kill, put, get, etc…)
has ability to manually create short-life processes (not 
hidden)
Implemented as relocate-able code – no extra module in 
the kernel.

No need to hide anything! (process, sockets, modules, 
services) ;)
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Deepdoor rootkit presented at Black Hat Federal
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Ok, so how to detect such Stealth by Design malware?
Looking for hidden objects will not work (by definition)

Thus, we need another approach: 
Explicit Compromise Detection!
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File system:
• boot sectors
• file system
• ASEPs (mostly registry keys)

BIOS flash, etc… 

CODE sections:
• processes
• kernel
• kernel drivers

DATA sections:
• processes
• kernel
• kernel drivers

CPU: Debug Registers, Some MSRs, ?

volatile
persistent
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Persistent storage (file system, etc) subversion is 
necessary only to reboot survival (nothing more).
It’s the volatile storage which is crucial to system 
compromise (we can’t have a backdoor which is not in 
memory).

No matter how the malware is triggered (BIOS, infected 
files, etc)  

Today many detection tools are focused on file system 
verification (registry is also file system).
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Pretty Stealth Backdoor 

The only interaction 
between the backdoor 
and OS! Just a few 
DWORDs!

DATA

CODE
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Malware doesn’t need to modify code sections (we can 
always verify code section integrity)
The real problem is malware which modifies data 
sections only!
We saw a backdoor (deepdoor) which modified only a 
few DWORDs somewhere inside NDIS data section!
Can we have a stealth malware that doesn’t modify 
system code nor data at all?
Yes – Blue Pill is one example!
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Blue Pill hypervisor

No connection 
between malware and 
the OS which is 
subverted!

System and drivers code and 
data
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Type 0: Malware which doesn’t modify OS in any 
undocumented way nor any other process (non-
intrusive),
Type I: Malware which modifies things which should 
never be modified (e.g. Kernel code, BIOS which has it’s 
HASH stored in TPM, MSR registers, etc…),
Type II: Malware which modifies things which are 
designed to be modified (DATA sections).
Type III: Malware which doesn’t modify OS at all – but 
still intercepts and controls the kernel!
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Hacker Defender (and all commercial variations)
Sony Rootkit
Apropos
Adore (although syscall tables is not part of kernel code 
section, it’s still a thing which should not be modified!)
Suckit
Shadow Walker – Sherri Sparks and Jamie Butler

Although IDT is not a code section (actually it’s inside an 
I NI T section of nt oskr nl ), it’s still something which is 
not designed to be modified!
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VICE
SDT Restore
SVV
Patch Guard by MS on 64 bit Windows

Today’s challenge: false positives
Lots of nasty apps which use tricks which they shouldn’t 
use (mostly AV products)
Tomorrow: Patch Guard should solve all those problems 
with false positives for Type I Malware detection…
… making Type I Malware detection a piece of cake!
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By Microsoft, to be (is) included in all x64 Windows
http://www.microsoft.com/whdc/driver/kernel/64bitPatching.mspx

Actions forbidden:
Modifying system service tables
Modifying the IDT
Modifying the GDT
Using kernel stacks that are not allocated by the kernel
Patching any part of the kernel (detected on AMD64-based 
systems only) [I assume they mean code sections here]

Can PG be subverted? Ask Metasploit ;)
Also PG doesn’t prevent Type II and Type III malware

But this is not important!
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Important thing is: PG should force all the legal (non 
malicious) apps to not use all those rootkit-like tricks 
(which dozens of commercial products use today)
PG should clear the playground, making it much easier 
to create tools like SVV in the future
It won’t be necessary to implement smart heuristics to 
distinguish between Personal Firewall-like hooking and 
rootkit-like hooking
It’s unlikely that PG bypassing techniques could be used 
by serious software companies, because it will give MS 
the right to treat their products as malware!
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Code sections are read-only in all modern OSes
Program should not modify their code!
Idea: check if code sections of important system DLLs and system
drivers (kernel modules) are the same in memory and in the 
corresponding PE files on disk

Don’t forget about relocations!
Skip . i dat a

etc…
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NDIS Network backdoor in NTRootkit by Greg Hoglund
(however easy to spot because adds own NDIS protocol)
Klog by Sherri Sparks – “polite” IRP hooking of keyboard 
driver, appears in DeviceTree (but you need to know 
where to look)
He4Hook (only some versions) – Raw IRP hooking on fs
driver
prrf by palmers (Phrack 58!) – Linux procfs smart data 
manipulation to hide processes (possibility to extend to 
arbitrary files hiding by hooking VFS data structures)
FU by Jamie Butler, FUto by Jamie and Peter Silberman
PHIDE2 by 90210 – very sophisticated process hider, 
still however easily detectable with X-VIEW...
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There are three issues here:
To know where to look
To understand what we read
To be able to read memory

But… we all know how to read memory, don’t we?
More on this later (see Memory Reading Problem)
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“To know where to look” issue
there is lots of data inside the OS…
how to make sure that we check all the potential places?

Consider network backdoor implementation:
Hooked WSRecv() in ws2_32.dll (or some other DLL)
…
TDI hooking
NDIS additional protocol registered
NDIS_OPEN_BLOCK hooking (deepdoor)
X_BINDING_INFO hooking (Alex Tereshkin, BH Vegas 
2006)
…?
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To understand what we read
What does it mean that e.g. 
openBl k- >Recei vePacket Handl e == 0xf f ab0042

We need to know how to interpret those values – so, we 
need to understand the semantics behind the data 
structures which we need to verify…
The simple solution for function pointers is:

Check whether it points into a valid code section of a valid
module
We need to first determine whether the section is valid and 
whether the modules is valid!
This scheme can be cheated! ;)
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To be able to read memory
Hey, that shouldn’t be a problem
All computers are just Turning machines, right?
Yes, but complicated ones…
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Problem: we can’t safely read Windows kernel memory!
What about those popular functions:

__t r y/ __except – will not protect from BugChek 0x50
MmI sAddr essVal i d( ) – will introduce a race condition 
(and we also won’t be able to access swapped memory)
MmPr obeAndLockPages( ) – may crash the system for 
various reasons, TLB corruption being one of them! 

The truth is: We can’t read arbitrary Windows kernel
memory without the risk of crashing the system!
But Why? We’re in ring0, we should be able to do 
everything, right?
If it’s such a problem to read kernel memory, how is it 
possible that all those Windows machines work?!
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The problem is not what we can or can not physically do, 
but rather what we can do from the “protocol point of 
view”
And kernel was not designed to allow 3rd parties to read 
its internal memory areas!
3rd party reading memory, which it doesn’t own, may be 
subject to various race conditions or cause TLB 
corruption!
So, before we try to read something we really need to 
think it over to see if we really can safely read it!
It seems that Microsoft�s help is very necessary here.
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What about \Device\PhysicalMemory?
Dangerous – might cause TLB pollution!
Even if it was safe to use it, it still gives access only to 
physical memory and we need to read (check integrity) of 
a swapped memory as well.

How about freezing a system?
Increase IRQL on all processor and dump memory?
Again – only physical memory available
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It’s a hard problem – no easy solution exists
MS should put some effort into building an infrastructure 
which would allow 3rd party tools for kernel memory 
verification/scanning
This infrastructure should be easy to verify (e.g. check if 
it hasn’t been already hooked)
This “infrastructure” doesn’t have to be an API, it can 
also be a set of guidelines regarding how to properly 
synchronize with the Memory Manager and read the 
memory…
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Blue Pill (J. Rutkowska, SyScan/Black Hat Vegas 2006) 
– abuses AMD SVM virtualization technology, works on 
Vista x64.
Vitriol (Dino Dai Zovi, Black Hat Vegas 2006) – abuses 
Intel VT-x virtualization technology, works on MacOS
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Timing analysis in case of virtualization based malware
Practical problems (trusted time source?)
Next generation VM based software might be immune to 
timing analysis – ongoing research – stay tuned ;)

Detecting side effects
Network communication
Disk usage (in case of persistent malware – not 
necessarily hidden files, but e.g. infected files)
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Any given program (executable) can be cheated using an 
implementation specific attack (ISA)
E.g. we can patch the ‘IF’ statement in the program:
I f  ( ker nel I nf ect ed)  

pr i nt f ( “ Dear  user ,  you’ r e i n t r oubl es! \ n” ) ;

It’s trivial for a rootkit to implement ISA against well known detectors 
– see e.g. commercial Hacker Defender rootkit (now defunct)
What can we do?

We can have *many* various detectors (so that would be not 
profitable for the attacker to prepare ISA against each one)
We can use *non-public* detectors (but those are usually very 
expensive)
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We just discussed Host based detection
But we can also try to find suspicious activity, by 
analyzing network traffic…
That, however is not trivial sometimes…
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GET http://www.somehost.com/cgi-bin/board.cgi?view=12121212
/ HTTP/1.0
Host: www.somehost.com
User-Agent: Mozilla/5.0 (12121212)
Accept: text/html
Accept-Language: en,fr,en,fr,en,en,en,en
Accept-Encoding: gzip,deflate,compress
Accept-Charset: ISO-8859-1,utf-8,ISO-1212-1
CONNECTION: close
Proxy-Connection: close
X-Microsoft-Plugin: unexpected error #12121212

source: ht t p: / / gr ay- wor l d. net
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Presented at 21st CCC in 2004 by yours truly
Passive – do not generate any packets, just changes 
some fields (TCP ISN) in the packets generated by a 
user
Uses strong encryption to make the new ISN’s look 
random
Implements error recovery protocol
Exemplary implementation for Linux 2.4 kernel
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Source: Steven J. Murdoch and Stephen Lewis, Computer Laboratory
University of Cambridge, 22nd CCC, 2005.
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Not enough randomness is bad, but too much of 
randomness is not good either!
We need to mimic the original OS ISN generator as 
closely as possible
Murdoch and Lewis analyzed the Linux and BSD kernel 
generators in detail
Based on this research they proposed how to improve 
NUSHU so that it won’t be detectable by such easy 
statistical analysis…
Does that mean the improved scheme is totally 
undetectable?
I don’t know…
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Host Based Detection
Requires systematic 
approach
Type II is a big challenge
Might be impossible to 
detect Type III (e.g. Blue 
Pill)
Prone to Implementation 
Specific Attacks (ISA)

Network Based Detection
Impossible to deploy a 
systematic approach (?)
Sometimes requires 
complicated statistical 
analysis (not useful when 
there is not enough 
samples)
Sometimes might be the 
only way (Type III malware)
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The very important problem in computer security is:

HOW TO *DETECT* THAT MY MACHINE HAS 
BEEN COMRPOMISED?

Detection techniques/products known to the author are 
1-2 years behind the (public) offensive research!
Two approaches to solve the problem

Host based detectors (we need a systematic approach)
Network based detectors (???)

Detection vs. Prevention
People love prevention technologies (A/V, IPS, etc…)!
But, relaying only on prevention is a risky business!



� � � 
 $ �� � � 6

joanna@research.coseinc.com


